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Executive Summary 

LeanBigData targets at the integration of Polyglot Persistence & blending the OLTP and OLAP 
worlds, respectively. Task 9.3 (ñPublic Workshopsò) aimed at the organisation of two open 
workshops for the key players in this domain. This is the second task deliverable, reporting on 
the second public workshop (RTPBD 2016 [1]) held in Heraklion, Greece in conjunction with 
DISCOTEC 2016 [2]. It was a joint Workshop with another project in Big Data, the 
CoherentPaaS EU Project [3]. RTPBD presented and demonstrated both projectsô results to a 
wider public. 

 
The consortium decided to also co-organise a third public workshop (POLYGLOT 
DATABASES), which was held in conjunction with VLDB conferences in New Delhi, India, also 
reported in the context of this deliverable. POLYGLOT DATABASES workshop [4] was 
allocated as a session in the ñBOSS'16ò (Big Data Open Source Systems) [5]. Both workshops 
were accepted in VLDB [6], but due to space constraints, accepted workshops had to merge, 
thus they were joined as a single workshop. VLDB is the most prestigious database-related 
scientific conference worldwide, thus the joint workshop that LeanBigData was part of was a 
great chance of highlighting the project results to an expert audience. 

  



D9.2.3 

 

 
© LeanBigData Consortium  Page 4 of 26 

Table of Contents 

 
Executive Summary ...................................................................................................... 3 

Abbreviations and acronyms ....................................................................................... 6 

1. Introduction ............................................................................................................ 7 

1.1. Relation with other deliverables ........................................................................ 8 

2. Second Project Workshop ï RTPBD..................................................................... 9 

2.1. Workshop Committee ........................................................................................ 9 

2.2. Website, Important Dates and Program ............................................................ 9 

2.3. Content and Results ........................................................................................ 11 

3. POLYGLOT DATABASES Workshop .................................................................. 13 

3.1. Workshop Committee ...................................................................................... 13 

3.2. Website and Agenda ....................................................................................... 13 

3.3. Content and Results ........................................................................................ 15 

4. Summary ............................................................................................................... 16 

5. References ............................................................................................................ 17 

Annex I. RTPBD Workshop Paper Abstracts ......................................................... 18 

Annex II. POLYGLOT DATABASES Workshop Paper Abstracts ............................. 25 

 
  



D9.2.3 

 

 
© LeanBigData Consortium  Page 5 of 26 

Index of Figures 
 

Figure 1: LeanBigData components. ............................................................................................... 8 

Figure 2 : DISCOTEC poster .......................................................................................................... 9 

Figure 3: RTPBD Workshop page in DISCOTEC website .......................................................... 10 

Figure 4 : Image from RTPBD Workshop .................................................................................... 12 

Figure 5: BOSS website main page ............................................................................................... 13 

Figure 6: POLYGLOT DATABASES Workshop webpage ......................................................... 14 

 

 

Index of Tables 

Table 1: RTPBD Program Committee ............................................................................................ 9 

Table 2 : RTPBD Workshop Agenda ............................................................................................ 11 

Table 3: POLYGLOT DATABASES Program Committee ......................................................... 13 

Table 4: POLYGLOT DATABASES Workshop Agenda ............................................................ 14 

Table 5: RTPBD Workshop Paper Titles and Abstracts ............................................................... 24 

Table 6: POLYGLOT DATABASES Workshop Paper Titles and Abstracts .............................. 26 

 

 

  



   D9.2.3 

 
© LeanBigData consortium  Page 6 of 26 

Abbreviations and acronyms   

BOSS Big Data Open Source Systems 

CEP Composite Endpoint Protocol 

CoherentPaaS Coherent and Rich PaaS with a Common Programming Model 

DoW Description of Work 

EU European Union 

FP Framework Programme 

OLAP On-line Analytical Processing 

OLTP  On-line Transaction Processing 

PT Portugal Telecom 

RTPBD integRation of polygloT Persistence and BlenDing 

VLDB Very Large Data Bases 

WP Work Package 

  



   D9.2.3 

 
© LeanBigData consortium  Page 7 of 26 

1. Introduction 

LeanBigData is an ultra-scalable and ultra-efficient big data platform integrating in one product 
the three main big data technologies: a novel transactional NoSQL key-value data store, a 
distributed complex event processing (CEP) system, and a distributed SQL database. The 
platform is designed to achieve scalability in a very efficient way avoiding the inefficiencies and 
delays introduced by current Extract-Transform-Load-based (ETL) approaches. Currently, one 
of the main issues in data management at enterprises and other organizations is the fact that 
databases are either operational (OLTP-OnLine Transactional Processing) or analytical (OLAP-
OnLine Analytical Processing). This leads to a separation of the management of the operational 
data performed at operational databases, and the management of analytical queries performed 
at analytical databases or data warehouses. This separation results in having to copy the data 
periodically from the operational database into the data warehouse. This copy process is 
termed Extract-Transform-Load (ETL). ETLs are estimated to consume 75-80% of the budget 
for business analytics.  

LeanBigData solves this issue in data management by bringing a database, LeanXcale, with the 
two capabilities, operational and analytical.   

Another aspect in which LeanBigData innovates lies in the efficiency of the transactional 
processing and the storage engine. The transactional processing has been re-architected and 
re-implemented to be an order of magnitude more efficient than the initial version at the 
beginning of the project. A new storage engine, KiVi, has been architected and implemented 
from scratch. It is based on a new data structure to be efficient both for range queries and 
updates. 

Another main innovation brought by LeanBigData is in the area of data streaming. Here, the 
goal has been to produce an efficient scalable distributed complex event processing engine  

LeanBigData platform is equipped with a visualization subsystem able to report incremental 
visualization of results of long analytical queries and with an advanced anomaly detection and 
root cause analysis module. The visualization subsystem also supports efficient manipulations 
of visualizations and query results through hand gestures. 

Four use cases have been integrated with the developed infrastructure to demonstrate the 
value of the LeanBigData platform and validate it. 

The main components of the LeanBigData platform are shown in Figure 1.  
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Figure 1: LeanBigData components. 

 
The project is divided into nine work packages. This deliverable belongs to work package 9 and 
is the result of task 9.3. 

1.1. Relation with other deliverables 

The goal of work package 9 is to promote and empower the dissemination, transfer, 
collaboration, exploitation, assessment, and broad up-take of the LeanBigData project results to 
the target audience and stakeholders. D9.4 provides a report on the 2nd Public Project 
Workshop (ñFinal Public Workshop from LeanBigData and CoherentPaaSôô - RTPBD 2016) 
organised during M28 organized by the LeanBigData project. It is the second deliverable of 
Task 9.3 ñPublic workshopsò, following the submission of D9.3 reporting on 1st Project 
Workshop. 

Moreover, a report from a 3rd Public Workshop (ñPOLYGLOT DATABASESò organized as a 
separate session of BOSS 2016 Workshop) that was co-organised by LeanBigData during M31 
is provided. 

 
The rest of the document is structured as follows: 

Å Chapter 2 presents information about the Second Workshopôs committees, the workshop 
content and the used dissemination channels. Also, it describes the workshop papers 
and how they reflect the work done in the context of the project. 

Å Chapter 3 reports on the Third Workshop in India, its focus and the general outcomes of 
LeanBigData presented in this workshop. 

Å Chapter 4 presents a summary of the work done in this task. 

Å Annex A lists the RTPBD Workshop Papersô Abstracts and authors 

Å Annex B lists the POLYGLOT DATABASES Workshop Papersô Abstracts and authors. 
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2. Second Project Workshop ï RTPBD  

This chapter provides a full report of the Second Workshop information, agenda and results. 
RTPBD Workshop was hosted in Heraklion on June 9, 2016, in conjunction with the 11th 
International Federated Conference on Distributed Computing Techniques (DISCOTEC 2016).   
 
The DisCoTec conference series of is one of the major events sponsored by the International 
Federation for Information processing (IFIP).  
 

 

Figure 2 : DISCOTEC poster 

2.1. Workshop Committee 

The Program Committee of the RTPBD workshop is listed in Table 1, and it includes key 

persons of the LeanBigData consortium: 

 
Name Affiliation 

Dr. Ricardo Jimenez-Peris LeanXcale, Spain 

Prof.  Marta Patiño-Martinez UPM, Spain 

Dr. Patrick Valduriez INRIA, France 

Table 1: RTPBD Program Committee 

2.2. Website, Important Dates and Program 

RTPBD workshop was disseminated through a dedicated web page, included in the main 
eventôs (DISCOTEC 2016) website: 

http://2016.discotec.org/index.php?MG=60&Mid=34&sub1=1 

A screenshot of this page can be observed in the following Figure 3: 

http://2016.discotec.org/index.php?MG=60&Mid=34&sub1=1
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Figure 3: RTPBD Workshop page in DISCOTEC website 

As defined in the aforementioned page, the important dates set for the Workshop were the 
following: 

Å     April 17, 2016: Full paper submission 

Å     May 2, 2016: Notification to authors 

Å     June 9, 2016: RTPBD in Heraklion 

In total, 18 papers were accepted by the workshop. The workshop chairs in charge of the 
reviewing process, ensured that all papers got at least two reviews, following a double-blind 
process. 

Those papers were divided in 4 different sessions, as can be observed in the workshop agenda: 

Ɂɞ. Workshop 
Session 

Paper Title Authors 

1 June 9 

Session 1 (09:30 

- 10:30) 

 

CoherentPaaS Vision Ricardo Jiménez Peris 

2 LeanBigData Vision Ricardo Jiménez Peris 

3 ActivePivot improvements from 

CoherentPaaS 

Francois Sabary 

4 June 9 

Session 2 (11:00 

- 12:00) 

CQE: A middleware to execute queries 

across heterogeneous databases 

Raquel Pau 

5 Prepared Scan: Efficient Retrieval of 

Structured Data from HBase 

Francisco Neves, Ricardo Vilaça, 

José Pereira and Rui Oliveira 
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A list of all RTPBD paper abstracts can be found in Annex I. 

2.3. Content and Results 

The workshop overall was a success, attended by over 40 researchers and providing a useful 
contribution in the domains of big data and transactional data stores. In the context of this 
workshop, LeanBigData researchers had the chance to present their innovations and report the 
advancements derived from their work on the project use case scenarios. 

6 Big Data Stream Clustering Algorithms 

Empirical Evaluation 

Annie Ibrahim Rana, Giovani 

Estrada and Marc Sole 

7 The LeanBigData Data Collection 

Framework An innovate and adaptable 

framework for collection and 

normalization of structured data 

Luigi Coppolino, Luigi 

Sgaglione, Gaetano Papale and 

Ferdinando Campanile 

8 June 9 

Session 3 (14:00 

- 16:00) 

Detecting Performance Degradation 

with System Level Metrics 

Dimitris Ganosis, Yannis 

Sfakianakis, Manolis Marazakis 

and Angelos Bilas 

9 Transactional Support for Cloud Data 

Stores 

Ricardo Jiménez Peris, Marta 

Patiño Martínez, Ivan Brondino 

10 Satisfying Telecom and IoT big data 

application requirements using multiple 

data stores in a coherent way 

Vassilis Spitadakis, Dimitrios 

Bouras, Yiorgos Panagiotakis 

and Apostolos Hatzimanikatis 

11 CoherentPaaS - Real-Time Network 

Performance Analysis in a Telco 

Environment Use Case 

Luis Cortesão and Diogo 

Regateiro 

12 A Taxonomy of Multistore Systems Carlyna Bondiombouy and 

Patrick Valduriez 

13 Targeted Advertisement case-study: a 

LeanBigData benchmark 

Jorge Teixeira, Miguel Biscaia, 

Ivan Brondino and Mario 

Moreira 

14 June 9 

Session 4 (16:30 

- 18:30) 

Sentiment Analysis over politics-related 

big Twitter datasets 

Fotis Aisopos, Vrettos Moulos, 

Athanasia Evangelinou 

15 STREAM-OPS: a Streaming Operator 

Library 

Ricardo Jiménez Peris, Valerio 

Vianello, Marta Patiño Martínez 

16 Transactional MongoDB Pavlos Kranas, Sotiris 

Stamokostas, George Vafiadis, 

Athanasia Evangelinou 

17 Distributed Processing and Transaction 

Replication in MonetDB - Towards a 

Scalable Analytical Database System in 

the Cloud 

Ying Zhang, Dimitar Nedev, 

Panagiotis Koutsourakis and 

Martin Kersten 

18 Gestural Interaction with Data Center 

3D Visualizations 

Giannis Drossis, Chryssi 

Birliraki, Nikolaos Patsiouras, 

George Margetis, 

andConstantine Stephanidis 
Table 2 : RTPBD Workshop Agenda 
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Figure 4 : Image from RTPBD Workshop 

In specific, three of the workshop papers were directly related to LeanBigData Use Cases.  

Work in Paper #1 ñThe LeanBigData Data Collection Framework: An innovate and adaptable 
framework for collection and normalization of structured dataò provided a framework for 
collection and normalization of structured data and additional features (pre-processing), 
employed in the context of LeanBigData Financial Analytics Use Case. Paper #6 ñSentiment 
Analysis over politics-related big Twitter datasetsò presented a novel sentiment analysis model 
for Social Media posts (Twitter) using the technique of n-gram graphs. This document reflected 
the work done in the context of the Social Media Analytics Use Case, evaluated over a big 
dataset of tweets posted during the pre-election period in Greece during September 2015.  

Finally, Paper#7 provided a Targeted Advertisement case-study as a result of LeanBigData 
Targeted Advertisement Use Case, using an AdServer created by PT relying on in-house 
developed tools for handling the high-throughput stream of data and dealing with analysis and 
visualisation. Results have shown that current LeanBigData platform outstands PT in terms of 
throughput, although response time using LeanBigData platform in still bellow PT results. 
LeanBigData roadmap includes several improvements in the key-value data store and SQL 
engine which are expected to positively impact on these results. 
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3. POLYGLOT DATABASES Workshop 

This chapter provides a full report of the Third Workshop information, agenda and results. 
POLYGLOT DATABASES Workshop was hosted in New Delhi, India on September 9, 2016 
conjunction with the 42nd International Conference on VERY LARGE DATA BASES (VLDB 
2016). As mentioned above, the workshop had to be merged with the second Workshop on Big 
Data Open Source Systems (BOSS 2016) workshop, so a joint workshop was held in the 
context of VLDB, were LeanBigData was a plenary session within the BOSS workshop. 
 
BOSS 2016 gave a deep-dive introduction into several active, publicly available, open-source 

systems. A screenshot of the workshop website can be seen in Figure 5: 

 

 

Figure 5: BOSS website main page 

3.1. Workshop Committee 

The Program Committee of the POLYGLOT DATABASES workshop is listed in Table 3, 

including the coordinator of LeanBigData: 

 
Name Affiliation 

Prof.  Marta Patiño-Martinez UPM, Spain 

Dr. Patrick Valduriez INRIA, France 

Table 3: POLYGLOT DATABASES Program Committee 

3.2. Website and Agenda 

POLYGLOT DATABASES workshop was disseminated through a dedicated web page: 

http://lsd.ls.fi.upm.es/polyglot2016 

A screenshot of this page can be observed in the following Figure 3: 

http://lsd.ls.fi.upm.es/polyglot2016
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Figure 6: POLYGLOT DATABASES Workshop webpage 

 

During the workshop, 4 technical presentations have been presented in the context of 4 
different tasks of a full day, as can be observed in the workshop agenda: 

 

 

 

A list of all POLYGLOT DATABASES paper abstracts can be found in Annex II. 

Ɂɞ. Workshop 
Session 

Paper Title Authors 

1 

�6�H�S�¶���� 

Task 1 

(12:00 - 12:30) 

Big Data processing using Polybase 
Karthik Ramachandra (Microsoft 

Gray Systems Lab) 

2 

�6�H�S�¶���� 

Task 2  

(14:00 - 14:30) 

Multistore Systems: Retrospection on 

CloudMdsQL 

Jose Pereira (Univ. do Minho & 

INESC) 

3 

�6�H�S�¶���� 

Task 3  

(14:30 - 15:00) 

Exploiting the data center in 

contemporary commodity boxes: The 

scaling-in approach 

Jignesh Patel (Univ. of 

Wisconsin-Madison) 

4 

�6�H�S�¶���� 

Task 4  

(15:00 - 15:30) 

LeanBigData: Blending OLTP and 

OLAP to Deliver Real-Time Analytical 

Queries 

Ricardo Jimenez-Peris 

(LeanXcale) 

Table 4: POLYGLOT DATABASES Workshop Agenda 


























